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Figure 1: Set replacement using Façade in Autodesk Maya compared with production render from Big Hero 6 ©Walt Disney Animation 

Abstract 
 
The visual complexity and production demands of Big Hero 6 
required an approach to digital set replacement that was efficient to 
render while maintaining the original visual fidelity of the shot. 
Moreover, that visual fidelity had to be maintained under 
stereoscopic viewing and camera motion. This technique, named 
Facade, was used to recreate sets ranging from garage interiors to 
the cityscapes of the film’s fictional San Fransokyo. Facade 
replaced arbitrarily complex geometry with a finite polygonal mesh 
that emitted pre-baked lighting back into the scene like any other 
light source in a global illumination (GI) renderer.  Additionally, 
Facade was able to replace the visible background geometry 
entirely for certain shots, leading to further performance gains.  The 
end result was a significant per-frame performance gain versus 
rendering the full background for each frame in a given shot. 

 

1  Process 
 
To generate a Facade asset, an artist or TD placed a camera rig 
containing six-axis aligned cameras into the scene.  The scene’s 
static backgrounds were then rendered through each camera 
capturing the lighting and depth information in the resulting 
images.  After the images were generated, a planar polygonal mesh 
was positioned at the near clipping plane position of the 
corresponding camera in the original rig, covering the view frustum. 
The mesh was then refined to provide the level of geometric detail 
desired.  All vertices were then translated along the view direction 
by the nearest depth buffer sample to position them in world 
space.  After all vertices were positioned, the original RGBA 
channels of the image were projected onto the mesh and the entire 
mesh became an emission source for rendering. 
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2  Results 
 
Once a Facade replaced the background lighting in a shot, the cost 
of rendering a given shot was significantly reduced. The expense 
of calculating the light transport between large numbers of set 
elements and lights for a given light path was reduced down to 
querying the baked emission for a given sample on one object. This 
lead to an overall reduction in noise for less render time and 
memory versus the lighting contribution of the full 
set.  Additionally, if the Facade was able to be used as a visible set 
replacement the costs decreased further, trending closer to the 
single initial render used for mesh construction. Finally, since the 
mesh existed in the scene like any other shot asset, the final detail 
and position of the asset was clear in contrast to other cached data 
such as sparse point sets, and other similar formats. 

 

3  Limitations and Future Work 
 
Ultimately, Facade was an extremely useful technique in the Big 
Hero 6 production pipeline. Large sets could be reduced to a single 
asset that could be shared among similar shots resulting in a 
recovery of render resources and artist time.  Invariably Facade 
could reproduce the full contribution of the set on the foreground 
elements. However, when used as visible set replacement, the mesh 
did not visually hold up well under dynamic camera moves, or 
when finer details of the set were required in the final frame. Also, 
since the Facade geometry was emissive, it would not receive 
shadows, limiting what portions of the visible set could be replaced. 
Moreover, the mesh was subdivided evenly, leading to a uniform 
level of geometric detail. Possible improvements could include, 
storing deep data and more geometric and lighting information in 
the source imagery, as well as adaptive subdivision techniques of 
the mesh. The former would open up the possibility of multiple 
viewing angles and simpler modification of light contribution back 
into the scene, the later allowing for geometric detail only in desired 
areas. Finally, since Facade only relies on image data for its 
construction, it would be possible to build the asset at render time 
eliminating the need for storing the mesh on disk. 
 
 


